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Abstract
Collaboration comes in two distinct types, social and informational. While social collaboration seeks to bring people together, informational collaboration seeks to bring people and systems and information together. Social collaboration is inherently intentional – it is governed by a goal or purpose. Informational collaboration is accidental – I may not know who you are and I may use some information you produced in ways that you never imagined. Enterprise Information Management architectures must take both kinds of collaboration into account. This eBook examines Intentional Collaboration and Accidental Collaboration and outlines ten key considerations for designing and using a system that is not only aware of people and their social goals but also of information and how it might be used in powerful, though unforeseen, ways.
Introduction
Collaboration comes in two flavors: Accidental and Intentional. Enterprise 2.0 technologies have become very good at facilitating intentional collaboration. They are meeting us where we are at and linking people across distances, across political spectra, and across expertise domains.
Examples include the social network sites (I friend you, you friend me), Twitter (I follow you and read your stuff, you follow me and read my stuff) and blogs (I write, you read and comment, I answer and write again). In each case the decision to friend, follow and read are intentional. These technologies mimic human interactions as old as humanity - making introductions, updating friends followers fans and disciples and public declamation.
While technical mediation of these legacy human communication modes is interesting, it is not where most of the power and potential lie. Accidental Collaboration is.
Accidental Collaboration is when information created for one purpose is found, input, consumed, or influences another purpose. Examples abound in our everyday lives. Any time we perform a Google search or read an old answer on a discussion forum, we are accidentally collaborating with the original people who created that item. Consider the infinite photo mosaic (fig. 1). Did the photographers of each picture intend that their work be used as a single pixel in a massively combined work with others? Probably not, and yet the mosaic is something different, unique, and wonderful. We often find ourselves accidentally collaborating with the original work as well as the original context for which some information was created.

Figure 1: Infinite Photo Mosaic sample [1]
At first blush it may seem underwhelming and prosaic. "Ok," you say, "information can be re-used." Yet if we can create environments where information re-use is consistently enabled then collaborating with others across time, experience, and context becomes the norm. Whenever information does not need to be re-created but can be re-used we gain efficiency and productivity. Whenever business rules and processes can be abstracted enough to span different contexts, while remaining specific enough to stay useful, we free up time to address difficult issues rather than wasting time performing menial tasks again and again and again...
And therein lies the challenge: how to intentionally facilitate Accidental Collaboration?
Ten capabilities are key to creating a technology ecosystem where Intentional AND Accidental Collaboration are not only enabled but also become the norm. These capabilities and concepts will be explored throughout this eBook. Themes will be traced through them and recommendations will be made. At the end these capabilities will be condensed and wrapped into a set of overarching information architecture recommendations that both prescribe best practices while outlining warning signs from systems masquerading as collaboration tools. These ten capabilities are:
Human oriented information (e.g. documents, images) and machine oriented information (e.g. indexes, transactions) must be able to be seamlessly combined.
Topic, knowledge and concept clusters must be able to be automatically created, extracted, enhanced and preserved. AIIM findings that 80% of respondents (ages 18-30), 73% (31-45) and 64% (over 45) find it easier to find information on the web than in internal systems is a damning indictment of the state of enterprise IT and information management. As importantly, it shows that the public web model of determining relevancy works - inbound links, democratic relevancy, and critical mass [2].
Usage and context patterns must be able to be automatically created, extracted, enhanced and preserved.
Human revisions, annotations and classifications of information must be enabled and preserved.
The information must be portable, referencable, and accessible for people and computer systems.
The data contained within information artifacts must be accessible by people and machines.
The evolution of information artifacts must be tracked, preserved and referencable.
The changing patterns of the relationships between data to information artifact, information artifact to context and context to behavior must be tracked, analyzed and predicted.
Information and data creation patterns must be fully understood so they can be tapped and woven into the waft and warp of both human and systems based inception patterns.
All of the above must exist within a firm enterprise information management architecture and be made available back to the end users - people or computers - in context sensitive and persuasive ways.
Collaboration across time and context is more than good search engine indexing. It involves discipline, purpose and a strategic view that governs the tactical development and maintenance of your technological ecosystem. It is not trivial but the payoffs are massive and manifold.
Requirement #1: Combination of Human & Machine Oriented Information
There are two types of collaboration.
INTENTIONAL: where we get together to achieve a goal
ACCIDENTAL: where you interact with something of mine and I am not necessarily aware of your interaction
While Intentional Collaboration is good it is not where the bulk of untapped collaborative potential lies. Accidental Collaboration is. In order to intentionally facilitate accidental collaboration it is important that human oriented information (e.g. documents, images) and machine oriented information (e.g. indexes, transactions) must be able to be seamlessly combined. This first requirement is a bit technical but follow along because it is important to understand if we are to achieve Accidental Collaboration.
Human oriented information is contained in documents, images, web pages, videos and such. The information container is designed for consumption by humans - we read, we watch, we listen, we look and then our brains do the processing. But before we can read, watch, listen or look we have to locate. Sometimes we might know exactly where to find some information, but more likely we are searching either by querying or drilling or browsing. To be successful in our location efforts, the computer must to a better job of interpreting our desires and delivering relevant information. This is where machine oriented information comes in.

Figure 2: Vincent van Gogh, 1888, Sunflowers, http://en.wikipedia.org/wiki/Sunflowers_(series_of_paintings)
It turns out that computers have a difficult time understanding information in human oriented containers. Looking at a picture such as Van Gogh's Sunflowers (fig. 2) you and I can immediately make some basic claims. "It's about Sunflowers." we might say. Computers have a much more difficult time making such simple claims because they rely on either being able to crack the container and parse the information or having pre-parsed information available. So we humans resort to describing the information with meta data, tags, ratings and other structured information that is easier for a computer to access (it is in a database not a document) and parse (values are typed, index-able, traversable and code-ready). Add in other kinds of meta data such as web tracking metrics, inbound link data and usage analytics and the computer gets a fairly rich set of information about the content item.
It might seem that the computer has a good set of data about the content. But upon closer examination it is obvious that the computer only knows about the information to the extent that a human intentionally describes it, either by writing additional meta data, applying tags or linking to and accessing the information. The computer still has not understood, on its own, what the information is about. This is where new generation text analytics, text mining, sentiment analysis and semantic analysis comes in.
Semantics, Spatial and Relationship Mapping
These are programs and algorithms that are able to get into the information container and programmatically extract, parse, index and store the information within the container not just next to it. The extracted information is then able to be stored in Resource Description Framework (RDF [3]) format in the Oracle Spatial Database [4]. The machine understandable information also contains concept and relationship information that relate terms like "A319" to "Airbus" and "Chest Pain" to "Heart Attack" just like our minds do. Sets of relationships are described in Web Ontology Language (OWL [5]) which are also stored in the database and used to make basic inferences about related items.
All this is helping to give the machine access to the information within a document, image, video, or web page container.
With such information access, parsing and indexing capabilities the computer is able to start combining its information with the human oriented information we are really interested in. After all, we are not interested in a search index or a hit list no matter how robust it may be. We are interested in the computer helping us locate and then consume and use relevant information - to us. But the next step to doing that is helping the computer better understand what we are after. By only giving the machine meaningful access to metadata and not the actual data within the container, we limit its ability to help us find what we are after.
To be certain, we are not talking about throwing out or supplanting the existing data we give the computer today. Instead, we are talking about evolving and expanding that data set by giving the computer access to the data within the containers and allowing it to parse and relate those data bits to concepts, documents, web pages, images and videos we might not be aware of. This relational activity is the joining of the human and machine oriented information. The machine can weed out extraneous information (I'm interested in the care of a “rubber plant” in my house, not the factory down the street!) Only then do we have an odds-on chance of locating relevant information so we can reuse it.
Remember, all the talk about parsing, extracting, indexing and relating is merely a means to our end. The end is the interaction with information from others of which we were previously unaware. When we interact with that information we "accidentally" collaborate with the creators and influencers of that information. And therein lies the power of Accidental Collaboration - the ability to tap the wisdom and knowledge of others and put it to our own ends.
There is a tsunami of information being created in our organizations and on the public web - too much for us as individuals to search through. We must tap computational power to help but we must direct that computational power so it parses and finds information that means something to us beyond simple keyword matches or inbound link tallies. Semantic analysis and indexing is the best way for computers to get into the documents and information containers and return information that they can understand to help us find what we really want.
Requirement #2: Automatic Aggregation
Now we turn our attention to automatic aggregation - specifically, how topic, knowledge and concept clusters must be able to be automatically created or extracted, enhanced and preserved in order to ultimately achieve Accidental Collaboration. The importance of aggregation is not a new idea. In his book, The Wisdom of Crowds [6], James Surowiecki notes if you have diverse information, independence of the actors/creators, decentralization and can bring that kind of information together in an aggregation then you can get astoundingly good decisions/performance/efficiencies/wisdom.
Keep that thought in the back of your mind for a moment.
AIIM found in their recent Collaboration and Enterprise 2.0 report [7] that 80% of respondents thought it easier to find information on the web than in internal systems. While this is a damning indictment of the state of enterprise IT and information management, it more importantly shows that the public web model of determining relevancy works at least in part. This model is largely a combination of non-directed democratic relevancy (weighting inbound links and such), paid weighting and preference targeting.
Aggregations, Groupings, Mobs and Power
Now think about the aggregation again. Most of the information aggregation efforts are intentionally based. They require some person to do something that, while it may be easy, is not something they would normally do and have little to no self-interest in actually doing. Have you ever given a rating to a product, blog post or discussion thread posting? Typically you will click 1-5 stars to indicate how "good" the thing is. Why do you bother? Altruism? Maybe. What about tag clouds? They are incredibly useful ways to aggregate social classifications. I have written about their power extensively in my book, Reshaping Your Business With Web 2.0 [8]. And yet what is it that causes people to tag and classify an item? Within business it might be a job requirement or it might help the individual find information the next time they want it. But what about on the public web? There is no central authority forcing folks to rate items or tag them. The result is those with a combination of self-interest, employer expectation, and a sense of "good web citizenship" tend to participate while those without do not (or participate less).
The Question
So then, if aggregate classifications, those signifiers of business wisdom, organizational knowledge and concept clusters are so useful (they are!) for getting the right (but previously unknown) information to the right (but previously unknown) people, how can organizations produce those aggregates in a consistent way? Relying on a sense of "good web citizenship" will not get them very far. Creating rules and requirements to participate flies in the face of the web culture and would likely yield poor and polluted results.
The Answer
The best answer is to automate the aggregations where possible and continue to tap and encourage the voluntary and convivial participation that exists as part of the Web 2.0 culture. That may sound all fine and dandy but it quickly leads to another challenge - how to automatically create the kinds of aggregations that humans create through their participation? And it is here that we get to the thread that binds the keys to Accidental Collaboration together.
Remember above where I wrote:
This is where new generation text analytics, text mining, sentiment analysis and semantic analysis comes in. These are programs and algorithms that are able to get into the information container and programmatically extract, parse, index and store the information within the container not just [the human created metadata] next to it.
Text analytics and categorization engines are one important step along the way to our goal of combining the power of intentional with Accidental Collaboration. Oracle ECM [9] has had these features [10] for years. With ECM you have a decentralized set of diverse information created by independent people. What is missing is the automatic aggregation part. This is why enterprise content management is such a ripe system and discipline for information and collaboration evolution.
Newer systems available now [11] as well as under development are light-years ahead by using data extraction, snippets, clustering, tuning, ontology assisted matching, heuristics based learning and corpus driven extraction techniques. The items extracted are raw data. But when that data is linked, patterns, clusters and classifications emerge. The interesting part is that it is based on what is inside the content item - the information in the container, rather than what people say about what is inside the container.

Figure 3: Image From http://www.gg.rhul.ac.uk/ict4d/water/hygene1.html
It is the difference between chemical analysis of the liquid in a container and asking 100 different people what is in the container (fig. 3). It is not that people will "get it wrong" but rather when you combine the judgment of people with the chemical analysis you get a much more accurate description of what is actually in the container. Where 50 people might say "water" and 20 might say "liquid" and 10 people might say "dirty pond water" and 10 might say "something slippery" and 9 might say "nothing" and 1 say "milk" the chemical analysis would describe it as H20 plus various organic compounds. The chemical analysis provides a technically accurate and deep description that is useful in some contexts. The individual descriptions of people provide important contextual clues, tags and a richer descriptive ecosystem. Even the technically incorrect “milk” tag gives hints of things for which the substance might be mistaken.
The Benefits
Research has shown that, just like objects at rest tend to stay at rest and those in motion tend to stay in motion, participation is often more difficult to start than it is to continue. With aggregates it is the same. It takes more work for me to step out of my normal daily business flow and create a linkage between two previously unrelated items than for me to modify/enhance/comment on a linkage that someone else has already started. Think of discussion forums. Compare the number of discussions you have participated in (even if it is just reading them) vs. the number of new discussions you have started. The first number is always bigger - massively so. If we apply this finding to the area of spurring collaboration, the automatic generation of topic, knowledge and concept clusters yields foundations of organic analysis and clustering ripe for enhancement through participation - by you and me. Such organic analysis and clustering means that the groups, collections and analysis happen naturally – condensing and precipitating out - through tracking of activities that would have happened anyway.
In this way the automatic generation of knowledge aggregates using all the tools at our disposal including usage metrics, pattern identification, textual analytics, latent semantic indexing, and ontology assisted extraction techniques relieve us of the burden of stepping out of our daily work flow (a truly disruptive productivity killer!) and creating those initial aggregates ourselves. The automatically generated clusters (e.g. recommendations) tease us with just enough information to allow our supremely powerful brains to quickly evaluate if the items represented by a particular aggregate are important to us. If they are important, great, we have found new information we were not originally aware of and are accidentally collaborating with those who toiled over those information artifacts. Additionally, we are as free as we always are to enhance, extend, engage and participate with the clusters that have already been started for us. They become springboards to further participation and accidental collaboration and that is the goal.
Requirement #3: The Importance of Usage and Context Patterns
This requirement continues on the aggregation theme: Usage and context patterns must be able to be automatically created, extracted, enhanced and preserved. It bears repeating that the reason we're spending so much time on aggregation is because it is in the aggregate that patterns and meta-patterns emerge that provide real organizational intelligence. Such intelligence simply cannot be seen when looking at a single document or content object. It is the difference between spotting "striking similarities" in two sets of DNA then pulling back and seeing that one belongs to a person and the other to a cabbage.
While it should be obvious now that data trapped in content items is ripe for the picking and clustering, there is still more data that should neither be missed nor dismissed. This is the transactional data, the usage data, the patterns of purpose that help us understand where and how and why some items are consumed and others are not. To be sure, traditional business intelligence and data warehousing has been working in this area for quite some time. Whether we are talking about web site analytics or OLAP (online analytical processing) cube reporting, the analysis of transactional information is mature. That is good for us. I wrote in 2008 in B-Eye-Network magazine that the traditional Business Intelligence focus on transactional and data warehouse data limited it to the "digital dark matter" of the information universe [12]. But that does not mean that we cannot take the sophistication of BI tools and approaches and apply them to unstructured information.
Tapping Transaction Information
The low-hanging fruit for this kind of application is the transactional information that is related to unstructured information: access reports, search hits, download tallies, re-use information. When we can track who has looked at a document, when they looked at it, and what else they were looking at in the same time period, a picture emerges. We start to understand, by inference, what they wanted. Furthermore, if we look at their user profile and compare it to similar profiles of other users and then look at what they accessed in the same time slice, or what they accessed when similar results appear in their search history we can begin to create a graph of potentially related items. Providing these items back to the original user has the effect of predicatively promoting potentially persuasive information.

Figure 4: Interest Humps and Interest Spikes
If we take the thought experiment a step further, we can see how I can generate a graph of my interests over time. Because this is in an enterprise setting, my interests correlate to my project and task activities. I may be tasked with putting together a sales kit about a new product. My search history, content access reports and IP address in corporate web site tracking engines will all indicate a cluster of activity centered around a general topic (e.g. Portals), a product suite (e.g. WebCenter), market terms (e.g. "Enterprise 2.0", "Mashups", "Composite Applications"). Taken together and graphed against a baseline of all other activity for a time slice, a series of humps and spikes emerges (fig. 4). The spikes show where I went deep into a topic or subject area by accessing a lot of information that fits the same general category. The humps in the graph represent where I started to access information that clustered around certain topics, but I never went deep into those areas. One goal for businesses would be to use the combined topical clusters with the access clusters of other people similar to myself either in interest, or access or defined user profile or even job role. Promoting predicatively persuasive content items I had not yet accessed (because I was presumably not even aware of them) helps to drive those interest humps past the "tipping point" and turn them into interest spikes.
The applications for scenarios such as this in the online retail space are profound. But think of the enterprise space. Employees spend a huge amount of time simply looking for information. That time wasted, that productivity and efficiency lost costs accounts for over 50% of staff costs according to this Butler Group study [13]. The enterprise search companies have made a lot of noise about this but they represent only part of the answer. Search is how you may get there but that is of little value if you don't know where "there" is or you want to know the "best" way to get there rather than the 200 million different ways you could get there.
What remains true is that knowledge workers want to have the best data available to them in conveniently consumable content items so they can take that information and apply it as knowledge to solve the problems and tasks they have selected, been assigned or are responsible for.
The need to track, map and graph usage patterns reveals some important considerations when it comes to information technology itself. For the tracking to be successful, the accesses and searches and downloads and transactions must be granular enough to be meaningful. It is no good if an access report cannot distinguish between a search hit, a view and a download. This is where the importance and value of an Enterprise Content Management System is very evident. Even if the content stores are spread throughout the organization and contain heterogeneous information (documents, web pages, images, compound documents, XML, videos etc.) an ECM system based on a service oriented architecture is imperative. The SOA (service oriented architecture) layer must be where the services are located. These are the true transaction brokers rather than an abstraction - translation layer on top of hidden core processing. Only then will usage patterns emerge that are granular enough to provide the relevant intelligence that can be mapped as an extra dimension on top of previously extracted data and topic clusters.
Remember, too, the gathering and graphing of topic and usage clusters is the fundamental starting point for Accidental Collaboration. To facilitate the sharing of corporate wisdom across barriers that prevent normal intentional and social collaboration, we must have a solid foundation of data describing what the thing is as well as how the thing is used. When we graph those against our intent we start to create a wisdom ecosystem where Intentional as well as Accidental Collaboration are the norm.
Requirement #4: Human revision, annotations and classifications of information must be enabled and preserved.
Now to change gears a bit and move from our previous automation focus and consider the humans. After all it is we-the-meat that actually create and use information. It is the meat part of life which can transmogrify data to information to knowledge to action. So our topic is how and why human revisions of information, annotations to and classifications of information must be enabled and preserved.
The power of "organic" interactions holds vast potential. These interactions are the natural, in-the-flow, just-part-of-my-day-job interactions between people, systems and information that comprise our tasks. We search for documents, we click links, we read web pages. So far we have talked a lot about the power of tracking, aggregating, parsing and measuring those organic interactions. There is a lot of useful information contained in those interactions that businesses would do well to leverage. But in some sense, those organic interactions between people, systems, and information are simply pathways and bridges - not destinations. People rarely click a link for the sake of clicking. We read and consume in order to understand. We write and create in order to communicate, propose, persuade, entertain and, in some cases, simply to create.
In enterprise settings the goal and purpose of our consumption and creation are focused by the tasks at hand, our line of business, or even the company "acceptable use" guidelines. But we are still consuming and creating. No one desires a purposeless job. Few enjoy doing throw away work. Meaning is one of those key intangibles that allow us to keep doing drudgery, "I will do this because even though it stinks, it is useful." For knowledge workers - pretty much anyone who consumes and creates information as part of their job - this need for meaning is even greater. In many cases we will even put up with perfectly horrid tasks and working conditions if we know, even in the abstract, that someone somewhere someday will find this useful. All of us crave meaning or at least a reasonable suspicion that our work matters.
E2.0 and Social Media
Now enter in Enterprise 2.0 and social media. It has been widely found that recognition is the currency of social media. You are someone if others retweet what you say, read, subscribe or comment on your blog, and listen to what you have to say. This is influence. Social media has wrought is the democratization of influence. No longer is a title, nice car, or tailored suit enough to demand influence (though they still have impact). But when a crowd is listening and responding to what someone says, whether they are a CEO or an Intern, that person commands respect and awareness if not actual influence.
And therein lies the phenomenon of enabling the humans in the enterprise. Businesses can ill afford to ignore good ideas, patterns, trends or brainstorms because of their origin. Yet it is surprising that so many businesses do just that. Ideas, after all, are not all hatched by suits around a board room table. They are embedded in project documentation. They are present in a bespoke integration or customization done for a customer. They exist on blogs. As organizations globalize the hallway and water-cooler, conversations of earlier eras have moved online. And yet how much of your company information is filed away in a shared network drive somewhere? How many ideas are embedded in a project proposal or a statement of work or a technical architecture project document for a particular customer? How many good ideas happen to be present on one slide of a power point deck that is 44 slides long?
If your company is anything like most then the answers you have given in your head are probably not encouraging. But the next question you are probably asking is, "Well sure, there might be good ideas in there but how do we know?" Yep. That is a good and fair question. But the answer is in the title of this eBook and in the theme of the series. If you want to get more out of your information then you have to create ecosystems that enable information re-use and Accidental Collaboration. Rather than relying on serendipity ("Hey, I stumbled across this old power point deck the other day and on slide 18 there is something I think we can do for that new customer!") you foster an environment where people are invited, incented to participate and recognized for their participation.
For example: A consulting project manager might have initially classified a presentation as "consulting", "customer_name", "January 2008", "records management compliance". A sales representative might have a customer who wants some case-file management features. If that sales rep saw the project manager's presentation returned in a search result set chances are he would ignore it thinking, "it’s not relevant because it’s 1) from consulting 2) old 3) for a customer not in my industry 4) a records project and mine is case file management for real-estate." Yet if the ecosystem allowed for better (intentional) human interaction such as social tagging (folksonomy), rating (binary good/bad or scale 1-5 stars etc), social comments, linked content, discussion threads, bursting of the deck into each slide and templated previews then the technology ecosystem starts to make it more likely that the sales rep will find that elusive slide 18 describing the "related items" feature. The rep then not only has some information on where and how that requirement has been met before, but knows who created it, who implemented it, and has a customer who he can call for a potential reference. The trick here was the technology ecosystem made Accidental Collaboration more likely and less reliant on luck.
Six Human Enablers for the Technology Ecosystem
So what are the specific "human enablers" that should exist in such an ecosystem?
Information should be centrally managed though not necessarily centrally stored or centrally indexed. This means an enterprise content management system is absolutely vital. Distributed storage of the bits and bytes is fine. But there should be one place that is "aware" of the existence of business information. This has been discussed in the enterprise 2.0 community before. This interview [14] with Sameer Patel of Pretzel Logic is one such discussion. Enterprise search advocates may want to get in on the conversation here but it is important to recognize that enterprise search is complementary, not self-sufficient. It can do a good job of hunting for elusive information provided that it knows where to look. Furthermore as information proliferates, run-of-the-mill enterprise search solutions suffer from the same info-glut that other search systems do. Information ecosystems should have a logically central repository that is aware of the diverse locations throughout the enterprise where business information is located.
Keeping track of how information evolves in its primary intent is valuable. Tracking and measuring how others use information is valuable. But it should not be ignored that information originators (creators, authors, collaborators, etc) always have a purpose in mind when they create. Those purposes change over time and understanding how the information and structure of a purposed information artifact changes gives important clues to the context, market drivers, problems and opportunities with the intended audience of the artifact. Information ecosystems should have the ability to store and track and chart the evolution of content and information. For transaction histories this is a fairly straight forward business intelligence activity. For unstructured content items it is more difficult since data is trapped within its content item container. Fortunately the entity extraction, text analysis, sentiment awareness, and semantic indexers mentioned before are coming online and help free data from its container. Once that critical step is achieved then longitudinal analysis of data can commence and previously hidden patterns will emerge.
Tagging and social bookmarking are expressly intentional and participatory acts. They allow human consumers of information to classify the information and to save its location (and maybe some comments) for future use. When information systems tap the power of social collaboration they are literally tapping the "enterprise brain". Just like James Surowiecki writes in The Wisdom of Crowds [15] a crowd (or enterprise!) becomes wise when diversity, independence, decentralization of knowledge and aggregation are all put together. This is precisely what folksonomy systems (as popularly implemented as tagging solutions) are designed to do. Similarly, when social bookmarking is enabled and combined with user profiles then priority recommendation patters can easily emerge. If I want to know what the experts in my field are reading then I first must know who the experts are and then what they're looking at in aggregate. For these reasons, information ecosystems should have a folksonomy capability built into them that foster social classification and sharing of artifacts.
Similar to social classification but more basic (though no less useful) social rating systems are designed to allow consumers to "vote" on how good a content item is. Whether voting on a scale of 1-5 or with a simple "thumbs up" or "thumbs down", voting allows consumers of information to give back a quick impression that doesn't serve them at all but serves the next set of consumers who want to find the best information and avoid the worst. This kind of "good vs. bad" classification is the most basic kind of classification but it serves a very useful purpose. Again you have to be mindful of the context in which business information exists - there is more content than ever. Even specific search terms or narrow topic documents and pages abound. The ability to get right to the best items is vital for enhancing organizational as well as personal efficiency. Ratings are a wonderful human filter when combined with other filtering criteria such as folksonomy classification and content evolution. For instance, version one of a document (let’s call it a "Product Feasibility Study" document) might be rated 4 out of 5 stars. Version 2 may be rated 3 out of 5 stars. If you are going to use one of them as a template for all future "Product Feasibility Study" documents, which one would you select? The first one of course. You could only do so if ratings and version evolution are tracked by your information systems. Information ecosystems should have human ratings capabilities built in.
Comments and Discussion Threads tied to each information artifact are vital as well. This allows humans to communicate with other humans over time about the content object. The audience here is not the machine (as it is with metadata) but rather other people - your colleagues and associates and partners. By empowering people to talk about the information in "meta-conversations" that are linked with the original artifact, two things are achieved. First additional re-use brainstorms and value-adding contexts are enabled and stored. I can return over time to find out how colleagues used my document, what worked for them and what did not. This in turn will allow me to enhance the content item and version it thereby adding value to the rest of the organization. Second the fact that discussions and comments are linked to the original item is important. After all, we can send emails about documents, projects, images, songs etc. But without immediate access to the information we are talking about in our meta-conversation, we require our audience to use their imagination. When the conversation is close in time to the document or content item, the impact is largely mitigated. But if I ask you to have a conversation about the first Sony Walkman product and I don't share an image or product details with you, we are stuck imagining different things and there is a high likelihood what you have in your mind is not the same thing I have in mine. In the worst cases of this we end up conversing about completely different things. This happens too often in business where we only reconcile with, "Oh! I thought you meant..." Any time we have conversations that start like that time is wasting, efficiency drops, opportunities are lost. Information ecosystems should have discussion threading and comment capabilities that are associated with the content items they refer to built in.
The value of linked information cannot be understated. It is what Web 1.0 was built on. Web 2.0 linked people with people and people with content. We have talked previously about finding value in automatic and hidden linkages. Yet we should not overlook the obvious and intuitive: people are still by far the best brokers of meaning and intent. When we link information together, whether images and text, documents to other documents, user IDs to author metadata field values to discussions, we are creating relationships. Those relationships indicate (broker) context and context is intrinsic to our hunt for meaning and understanding. When we link information artifacts together we say implicitly, "these two things are related". More explicit linkage patterns can define the relationship the link indicates: "These items are related to each other because they are all feature requests from customers." The more explicit the description of the linkage, the less guess work others have in understanding original intent. Nevertheless, in too many businesses the only linkage between items we see is that they all appear in a search query. But such an approach ignores vast amounts of information that may not have shared the keyword you were looking for but is nonetheless the keystone in the structure you were attempting to build. The “critical novel linkages” that emerge from associated information can yield new insight and enable just the kind of re-discovery (rather than re-invention or re-creation) that Accidental Collaboration requires [16]. For this reason information ecosystems should have content association and linking capabilities built in.
These six items are not the only items required for an appropriately human friendly information ecosystem. But they represent a good-enough starting point. With these technologies in place, people are enabled to participate with the information they consume and create in-the-flow of creating and consuming it. It is important, in thinking about how to secure adoption, that employees not be made to leave the context of their tasks in order to "participate". Research and lost ROI show that it simply won’t work. Enabling people to participate with information is critical if we are to consistently achieve relevant automated pattern finding and trend spotting. If we want systems to deliver knowledge to us then we have to be able to first identify the times and contexts and relationships inherent to an information artifact. From there, if we filter on goodness / badness, classification, and then on extracted data, usage patterns and inferential relationships we start to achieve a knowledge aware, understanding information ecosystem. It is this kind of an ecosystem that can spur collaboration with others, unknown to us across the globe and through time.
Requirement #5: Data Portability and Referencing
While it is great if humans are empowered to consume, we must keep it easy for them to do so. Therefore enter requirement #5: the importance of data portability and ability to be referenced. After all, if we go to all that work to identify and extract data from content containers then it is a simple next step to ensure that the data is located where we want it when we need it.
Well here we are. If you have followed along, we have identified data residing inside of documents, we have exploded content items, we have jail-breaked data-and-relationship assertions and made it easy for people to add their own experiences and expertise to those growing data sets. That is all well and good if and only if there is a consistent way to move that data around, to relate it to other data that may be and usually is in a different schema, and finally to address and obtain that data. This is practically taken for granted with traditional relational databases and on the web. After all, the primary key uniquely identifies a record, the URL uniquely identifies a document on the web. We can get it, move it and relate it to other bits of information.
But isn't it curious that we reference items differently depending on where they're located. We need to know the structure of data first before we can even think about trying to reach it. Web pages have URLs, DB records have primary keys, filing cabinet files have a physical location, you and I have a postal address. That makes it awfully hard to combine data sets, perform meaningful comparisons or combine expertise with the confidence that we're not leaving out the most important information available simply because it is addressed differently.
Of course structured data practitioners solved this challenge ages ago (in web time). Data warehousing and data integration is all about bringing together differently classified, differently formatted data from disparate sources and schemas and doing cool things with that aggregated data set. In order for them to do those "cool things" though, they have to jump through some sophisticated transformations and data mappings.
Data Warehousing and Business Intelligence
Enter the ETL crews. ETL - extract, transform, load - is the process by which data is pulled from a source, changed into a common (often lowest common denominator style) format and loaded into the data warehouse (to be sure this is a gross oversimplification but you get the idea). While some variations on this theme exist, the principles are widely accepted. If you want to aggregate data you have to get it all into the same format and all into the same place.
This has several advantages:
even if you are not sure what you're looking for you have a good idea where it is (in the data warehouse).
if you know what you're looking for and you know where it is you don't have to worry about formatting mismatches or extra work smoothing data.
Think about unstructured content for a moment. Analysts suggest that over 80% of enterprise information is unstructured. That is huge. Is any of it in a data warehouse? Nope, that's for data and database integration. Where do the Business Intelligence reports, the Cubes, the Dashboards, the nifty temperature dials and heat maps draw from? The data warehouse! So if the vast majority of enterprise data is locked inside unstructured content items like documents, web pages, videos and excel spreadsheets, how much enterprise intelligence is there in the "intelligence" solution? How much business data is actually in the data warehouse? If the government made strategic foreign policy based on only the data it gleaned from visa applications would we be comfortable and secure as a nation?
To be sure, the exaggeration is there to make a point. Business Intelligence is good at what it does and continues to grow as a market because the intelligence it generates is reasonably complete and trustworthy. But maybe we should call it "small slice of operations automation intelligence" or "customer purchasing based on scan codes intelligence" rather than the grandiose and complete sounding BUSINESS INTELLIGENCE.
So what is an enterprise to do if it wants to do "cool things" with the information it generates - including unstructured information? Well Enterprise Content Management systems are one solution. After all, content (i.e. unstructured information) goes in, gets a persistent reference (URL/URI), gets some structured data describing it (metadata), and is indexed so that it can be found by a query later on. But what is missing is any reliable way of understanding what data exists in the content container.
If the document is an automobile manual, you have no way of knowing what kind of engine the auto has without reading the manual. If the web page is about the movie District 9 [17] you have no way of knowing if the picture there is of an actor, the director or the screen writer without viewing it. Sure, full text indexing can tell you if certain words (tokens) exist. Metadata, if it is detailed enough, might tell you what you want to know. But metadata quickly reaches a point of diminishing return. It is cumbersome and unreasonable to expect end users to fill out lengthy forms describing their document when all they want to do is stick it somewhere and forget about it (until they need it again). And besides, metadata that perfectly describes a content item simply replicates the object in database structure in which case you have saved no time, processing power, or storage space.
Until now the only way to perform the necessary ETL (extract transform load) operations on unstructured information to use it in context and concert with structured data was to consume it. Our brains are amazing at extracting and transforming data. Our brains became the data warehouse against which we created mental data cubes and drew conclusions. But such processes do not make the data portable. Data extracted from unstructured information is locked within our brains. We may have vast data warehouses in our heads (Are you an expert? if yes, then you are the proud owner of a vast data warehouse in your head!) but finding and working with us can be difficult (especially if we are cranky!). So "expertise location" software was born. That still doesn't solve the data portability issue. Simply referencing it by saying, "Billy knows that answer" is not very scalable. So Knowledge Management (KM) software was born. But earlier versions of KM software (especially in the late 1990's and early 2000's) took the wrong approach. KM developers thought that the solution was to have people do the ETL operations on unstructured information as well as structured information (i.e. become experts) and then regurgitate that expertise (often by typing it) back into another system. Not only is this a horribly circuitous route, but it was nearly always "out-of-the-flow" of normal daily activities and so cumbersome to actually input that it quickly became an annoyance rather than a help. The end result was more unstructured information that was often so nuanced as to be quickly relegated to the corporate archives or so useless and generic that it went to the delete bin. The hopes of capturing institutional wisdom from those who had come before was on its death bed.
So ignoring 80% or more of organizational information is really not an option. Requiring people to digest information before systems can access it does not scale. What is an information savvy organization to do?
Wouldn't it be better to automatically extract the concepts from unstructured information, provide context and relationships to those concepts, store them in a persistent, structured, referencable way that allows our systems to better "understand" what we want and need, find it using the sophisticated querying, clustering, faceting, slicing, cubing, and reporting technologies that we have developed and deliver it to us in compelling and persuasive ways?
If you are still wondering, the answer is "Yes".
If you are wondering if we can actually do that, read the previous chapters in this eBook. The answer there is also, "Yes".
As alluded to before, text analytics, entity extractors, Natural Language Processors, and synopsis engines all exist today. Most will output structured RDF (portable, addressable, referencable). RDF can be stored and indexed in the Oracle Spatial 11.2 Database. That database will create semantically aware indices on those vast stores of RDF assertions (concepts contained in documents). We can search those indices with concept maps and relational graphs called "Ontologies" which are also structured, portable and referencable. Such searching, or content clustering, faceting, analyzing, and discovering becomes the basis for true, in-the-flow, "organic" knowledge management. The market is picking up on this and agrees [18].
There is a term for the discipline that brings such disparate but linked enterprise systems into a holistic composite: Enterprise Information Management.
Enterprise Information Management (EIM) as defined by Gartner is an “integrative discipline for structuring, describing and governing information assets, regardless of organizational and technological boundaries, to improve operational efficiency, promote transparency and enable business insight.” [19]
EIM is the cornerstone to the foundation of the Wise Enterprise.
Requirement #6: Data Accessibility for People and Computers
The data contained within information artifacts must be accessible by people and computers. We will cover 3 main advantages that data accessibility for people and computers deliver:
High relevance leads to lean systems.
People want relevant information, not potentially relevant hits.
Context drives relevancy, delivery drives efficiency.
First remember the data we're talking about is not neatly contained in a row or cell in a traditional relational database. The data we're interested in exists inside documents, web pages, images, disparate enterprise systems and other information artifacts. So in one way at least, the information is already human accessible. It is in a document or other information artifact after all. And those are typically created by people for people. Parsed and extracted data that is referencable is still accessible because we do not fundamentally alter the original container (i.e. the document). Any good enterprise information architecture must include a fully-fledged ECM (enterprise content management) system for this reason. There needs to be a place to store the original source documents, images, videos and web pages.
High relevance leads to lean systems
Computers and systems should have no problem accessing the data we derived from the artifacts in the previous posts. This is because after the data is parsed, extracted and marked up in the ways we've previously described, it gets stored in a computer referencable system like a database or an RDF store or a linked combination of similar stores and indexes. Computers and systems can access that data (of course assuming network connections are established and maintained). Indeed, many SOA and Service Bus integration layers have been doing similar things for some time. They are able to access transaction, web service and request data and attach it to the brokered request while bringing along original documents and other unstructured information files as payload.
But did you notice what I just wrote there? The relevant data as well as the containing or supporting unstructured data files are attached to the request and passed around from system to transaction to data store to web site. It is the equivalent of carrying around a file cabinet full of stock photos when all I really want is to sort catalog entries on blue shoes. "Blue" is important data that is only accessible by a human looking at a picture. Or, best case, by a computer system that can parse attached metadata assuming that "blue" was entered by a person somewhere further up the line (and not "teal", "aqua", or "navy"). But if a similar SOA request had access to the full complement of parsed and extracted data then it could carry with it only that data that was actually needed rather than the over-full payload it is today.
This is point 1: The efficiency advantages in terms of transaction processing, bandwidth usage and parsing overheard accrue when the relevant information is available to computer systems. High relevance means low quantity of extraneous information. Low levels of extraneous information is what we want. High relevance leads to lean systems.
People want relevant information, not potentially relevant hits
But back to the humans. Documents and information artifacts created by us and for us are great. But remember the previous posts in this series. We rarely want to re-use information artifacts in full. Presentations created by my colleagues are great starting points for me to do my work but they are not usually the sum-total of what I have to do. Web sites are wonderful collections of information that usually/hopefully contain what the majority of visitors are looking for. But there are almost no web site visitors who want to see every single page in your web site! While the collection of pages and documents and artifacts that make up a large web site are very convenient for browsing they are really quite terrible for targeted information retrieval. Therefore we add search capability to our sites. We create micro-sites - Web sites that are small and laser focused on a single topic, product or campaign. We add predictive modeling and persuasive content delivery to our sites in attempts to deliver high relevance with low levels of extraneous information.
What we really want is the ability to combine some of what others have done with some of what I have done in the past with some new information, context or data that I have that is uniquely relevant to my task or my desire at hand. In short, I want composite content. I want a mashup. The most important aspect of that mashup is my intent. It is my intent that is the one key which makes or breaks the relevance calculation.
This is point 2: I want relevant, data informed information not search "hits" which may be relevant to my intent by varying degrees.
Context drives relevancy, delivery drives efficiency
Furthermore, I do not want composite content delivered to me as a whole. Usually, I simply want it available. Remember we're in a business context. I am not on the public web looking for a composite view of all movie ratings and comments from numerous sites. For that social analytics tools like Glue [20] or openpreferences [21] work well. Instead, I have a job or a task to perform and I need the best information possible available to help me do my job. I do not want to repeat the mistakes of others, I do not want to reinvent what they have already done. Systems that force people into such a repetitious model both stifle business agility and become a terrible drag on business momentum. Additionally, if only part of what you have done before is useful to me in my present task, I do not want to be forced to trudge through all of the extraneous information in order to get to the truly useful parts. Remember though this is not about managing people more effectively or helping them create leaner information artifacts. When we say "extraneous information" this begs the question of "extraneous to what?" Concepts like "extraneous" are inherently relative. Something that I find extraneous to my task at hand would have been of utmost relevance and importance to you when you created that information.
Let me provide a concrete example. Suppose you create a Project Plan. It is a complex and highly valuable information artifact. It contains a project schedule, a resource and staffing plan, contract information, milestones, functional designs of what will be delivered, reference architectures and mockups. If I want to create a presentation that talks about similar functional capabilities, access to the information originating in your Project Plan is highly relevant to me. But this does not mean that the entire project plan is relevant to me. I do not care about your resource and staffing plan. I may not be provisioned to see contract details. I am not writing a technical specification so your architecture and mockups are useless to me. All that is extraneous information forcing me to spend more time "getting to the good stuff" even though I know it is in your Project Plan somewhere. Instead what I want is the relevant information about functionality. In previous chapters we described how a system of text analytics, RDF storage, Semantic Indexing and Ontology Assisted search can extract that kind of information. But if all this does is return me to the first page of the document container then all we have achieved is a slightly more powerful information retrieval system. While not insignificant, a system that combines retrieval with information delivery is vastly more powerful. This is what we mean when we talk about keeping the extracted data accessible to humans.
This is point 3: Context drives relevancy, delivery drives efficiency.
Requirement #7: Tracking the Change and Evolution of Information
No information systems are static. Information is continuously being added, removed and changed in the systems. Even records and governance systems that provide "immutable storage" for information assets are not static when considered from the system view. Accessing the system changes it. If nothing else, a new access record is logged. In many ways such feedback intensive systems are intrinsic to the human experience. It is no wonder these cybernetic characteristics penetrate our information systems. But we still need to take advantage of them.
Consider the simple access log example. We do not merely access the system, we access some information in the system. When we track what item was accessed and graph those accesses over time it changes the information in the context of the system. While the binary information object itself may not be altered, the pattern of access over time yields valuable information. It lets us know that the item is popular, important or unpopular or unimportant.

Figure 5: Patterns are useful for identification
The more robust the tracking, the more information emerges from the feedback pattern of access. If who has accessed is tracked then this information can be mashed up with business identity management system information or other web logging information. The emerging pattern of access lets us infer not only first degree conclusions like "Document 22 was important to Billy during the week of January 4" but also secondary inferences. These identify likely patterns; "Document 22 is likely important to other people in Billy's role." and "Document 22 is likely important to other people who have a similar browsing history as Billy." When such information is tracked and put into a larger context pattern, new intelligence emerges (fig. 5). This is how Enterprise Information Management systems work. This is what good enterprise information architecture must address. Acting on that intelligence keeps organizations agile and proactive rather than reactive. If who has accessed is tracked and mashed up with identity management systems and also mashed up with other corporate information systems then tertiary and higher order inferences are yielded. Examples include patterns such as, "Document 22 is likely materially significant because it was accessed more frequently by people like Billy during the week of January 4 which was a closed communications period for our company". By delivering this information Accidental Collaboration is spurred. The graph patterns that emerge from the assembly of tracked and logged accesses indicate a sharing of information of which the individual participants were unaware. Predictive delivery systems can use those patterns to deliver that content to others who may be interested based on their browsing behavior or organizational roles.
At each level of inference the patterns introduce more degrees of probability and fewer degrees of certainty. However, they are strengthened by statistical correlations that emerge from the tracking and then the aggregation of many disparate points. From a single, insignificant tracking log entry, we are able to use that data as an informant that lets us aggregate many other seemingly insignificant points and produce/reveal a very significant pattern. This is nothing short of making an unstructured information hypercube designed to yield actionable business intelligence.
The first key there is the term "actionable". After all, we are after Accidental Collaboration, that is collaboration across time despite participants not necessarily being aware of each other, not merely more information. The first key is to realize that actionable information lives not just in documents but also in document management systems; in the interactions of users with that system.
The second key is to understand the ways documents themselves change over time. Most full featured ECM suites like Oracle ECM have the ability to store full versions of content items. Many times, though, these revisions are simply archived. While available to easy access, there is little thought given to mining them for information. The assumption is that the latest and greatest versions are the ones with the most value. Anything that had value from older revisions would have made it into the newest versions, or so the thinking goes. And this thinking is not without merit. But what often gets overlooked is the way in which documents or web pages or images change over time. Graphing out changes from version 1 to version 5 over time can reveal extremely interesting information to us. It can show us a maturation in our understanding of a topic, in our communication approaches or in the emphasis that is important in a sequence. Google Wave has an interesting "playback" feature over the course of a wave (which, for the uninitiated, is similar to a discussion thread where all kinds of assets like documents, chats, emails, images etc can be threaded together into a single "wave"). This is a very useful feature because it lets the participants visualize the evolution of a discussion.
Similarly, being able to graph the trends of metadata evolution can be very useful. Content metadata is becoming more and more of a driving force behind how content is used in applications, Web sites and for records management purposes. Having an understanding of how those metadata attributes change over time or by what kinds of roles reveals interaction patterns, awareness trends and usage trends in much the same way that the logging analysis described above does. The critical difference with metadata change awareness is that the explicit intentionality of the changes are implicit. This means we are able to confidently assert that someone intended to make a change as opposed to accidentally stumbling upon a page.
Folksonomy and tagging and tag clouds are also very dynamic change environments where an understanding of that change is incredibly useful but often overlooked. Watching how tag clouds grow and shrink and change over time can be a very revealing exercise. I would love to see something akin to a time-lapse animation of a popular tag cloud like Flickr [22] or Digg [23]. While most terms will stay the same for very stable content sets, terms that "pop" in and out of existence like so many sub-atomic particles in a bubble chamber show trends and ideas that are in popular conscience at the time. While real-time search is a popular topic of discussion today with faceting and tagging capabilities of Twitter, seeing what was popular in last week's real time is very valuable as it will influence and often predict what will be popular this week. For businesses, this is key market and customer intelligence that is available but still largely resting under the surface of their information environment.
I suspect it will take several big wins from visionary organizations that simply obliterate their competition in pattern analysis and trend spotting before such capabilities go fully mainstream. Still there is hope. Both the 2009 Forrester Wave for ECM Suites [24] and the 2009 Gartner Magic Quadrant for ECM [25] call out business intelligence and analytics capabilities as key factors for consideration. However, even here thinking tends to stay in the box with BI and Analytics meaning large data warehouses and web logging instead of text analytics, entity extraction, pattern analysis and information evolution awareness.
Requirement #8: The Changing Patterns of Information Relationships.
Recent blog articles and analyst reports all point to the growing acceptance of and desire for collaborative software. While articles such as Oscar Berg’s “Enterprise 2.0 and Collective Collaboration” Parts I and II (here [26] and here [27] respectively) or Jacob McNulty’s “Collaboration/ Innovation / Community Software – The 7Cs for Success” (here [28] ) or even Forrester and AIIM reports all correctly identify the power and promise of collaboration technology, they typically leave out the relationships of people to information and purpose. It is these changing and dynamic relationships of people to information, information to systems and systems to people that drives purpose-focused interaction and thereby the ability to collaborate effectively.
Purpose, Process and Relationship Streams
The relationship stream goes like this: A purpose (i.e. task, target, or goal) is established. Interaction, brokered by the relationship of people, information and systems occurs more or less efficiently. Successful or unsuccessful fulfillment is the result (fig. 6).

Figure 6: Purpose, Interaction, Fulfillment Pathway
Each piece is critical. Interaction without a purpose is a waste of time. It is all means and no ends. Purpose without interaction is like so many New Years’ resolutions: Unfulfilled goals and hope-as-strategy. There is no way to achieve the purpose. Fulfillment is impossible without purpose to determine the success criteria and without the interactions to get us from here to there.
The relationship stream is simple when stated but it is often left unspoken and taken for granted. The speed and efficiency with which organizations move from their purposes (whether tactical or strategic) to their fulfillment is governed by how good their interactions are. This is why the relationships between people, information and systems are so critical. Inefficiencies, delays, difficulties and glut will gum up the works and yield poor, dysfunctional relationships that mitigate the best designed interaction systems and end up thwarting successful fulfillment.
This is why the best of the Enterprise 2.0 evangelists acknowledge that E20 technology is simply a means to an end. The end is the successful fulfillment of purpose whether they are operational efficiencies, better customer care, quicker speed to market or quicker innovation. The means is an efficient and intelligent interaction of people, systems and information. Yet, digging deeper, it should be apparent that E20 technology is a means to a means. If efficient interactions are the means of achieving your purpose, then E20 technology, at best, is a means to efficient interactions.
The Elephant and the Spoon
It is important then to ensure that the guiding purposes behind the desire for better interactions are always kept in mind. It is equally important that organizations understand the relationships between their people and systems and information. It will be impossible to improve these relationships and produce better, purposeful interactions without understanding what the E20 technology is supposed to fix, enhance, or expose.
Such relationship streams within streams may seem daunting but they are an accurate reflection of the way we work. It is no different than the age-old adage, “How does one eat an elephant? One spoonful at a time.” Eating an elephant is a meta-process, taking each spoonful is another process. If the spoon comes with special instructions for use, those become micro-processes. If the spoon is not designed to be used as a canoe paddle then using it as such yields frustration and failure.
Too many early E20 adopters and the bulk of the E20 nay-sayers experienced frustration and failure because they tried to paddle with a spoon and eat an elephant in a single bite.
Tracking the Relationships between People, Systems, and Information
So far we have established that E20 technology is, at best, a means to a means to the ends of fulfillment of purpose, tasks and goals. If the relationships coming out of people’s interactions with each other, with information and with their systems are dysfunctional, harried, unsatisfying and difficult then simply adding more technology will not deliver goal fulfillment. In this sense, relationship management is critical to the success of any E20 technology project. This is not only about management of expectations for end users. It also means helping to chaperone the relationship between users and technology until the relationship is self-sustaining. The only way to know how much chaperoning a relationship needs is to understand the unique characteristics of each entity in the relationship and then to determine what can be leveraged and what must change.
Let’s take a concrete example: A support department and their ticket / support system. The purpose of the department is to help existing customers solve problems they are experiencing with supported product. The existing interactions involve the engineers from the company and the customer, the support ticket system, email and phone systems, a knowledge base and product documentation. Today the process might go something like this:
Support engineers take a call or an email
Create or open a support ticket
Research the issue in the KM system and in product documentation
Maybe research on the web and discussion forums
Ask their colleagues for help or to validate their response
Notify the customer of the resolution with email or a phone call
Walk the customer through the resolution of the issue
Follow up with the customer as to their satisfaction with a survey or opportunity to comment
This process invokes up to 8 different technologies/locations (phone, email, support system, KM system, documentation system, Web, discussion forums, survey). This process involves communication between up to 6 different parties (engineer, customer, forum participants, colleagues, documentation authors, KB article authors). Even the best intentioned company will never achieve perfect synchronization of concepts, best practices and solution material. Furthermore the support engineer is stuck in a swivel-seat approach jumping between systems in order to find the right information that s/he needs at the time. The engineer must then aggregate the appropriate bits of relevant information in his/her head and communicate that back to the customer. Is there room for improvement? Certainly. Removing any one of those steps will decrease the level of effort and increase the efficiency by an order of magnitude. Look at step 3. If a self-service technology were part of a solution, a certain number of support calls would be eliminated as customers solve their own problems. But this is true if and only if the relationship of the customer to the information available in the public Knowledge Base and documentation system and to the system itself is good. Not only must good and relevant information be present in the system, but also that it is easy and convenient enough to find and consume. The key phrase there is “easy and convenient enough”. How do you know what is convenient enough? The answer lies in the understanding of the current system. The new self-service system must be easier and more convenient than sending in an email or placing a phone call. The information must be as good or better than the information that the customer would get out of the old process. The people with whom the client interacts must be as or more competent than would otherwise be providing the answers.
The good news is that Enterprise Content Management systems that are intrinsic to a collaborative Enterprise 2.0 system can help make this vision a reality. A community based self-service knowledge management system described above would facilitate the collection and aggregation of both expertise as well as experts. The collection of information is, itself, another process that warrants understanding and consideration, but we will stipulate participation on the creation side for right now. Instead of a single support engineer finding the answer to a common issue, the client is empowered to find the answer. Incorporating previously described accidental collaboration concepts, the relevancy of the information delivered is dramatically more efficient than the “hunt and peck” mode still used by many organizations. Furthermore, the collection of authors and participants of the set of relevant information, as well as the groups of previous customers who accessed, rated, and consumed the information yields a ready-made community-of-common-experience that may be tapped for assistance. In this way collaborative or social software can help to connect people with other who have had a similar experience or solved a similar problem. The software should do this in a pro-active rather than a reactive way. There are plenty of discussion boards available. But those are limited to reacting to someone who takes the initiative to first reach out and then invite feedback. A better way oriented towards the fulfillment of a process or goal is to deliver a ready-made set of experts to the information seeker.
The relationship of previous people to the system and the information about how to solve a particular problem is active tapped in this way. To be sure, incentives and recognition should be part of any relational system like this. The ability to self-sustain is greatly enhanced when something of value is available to participants. Rarely is it money. More commonly it is recognition, kudos, street credibility or being known as “the guy” (or gal!) when it comes to a particular knowledge domain or problem area. Sometimes it is coupons, invitations or other exclusive benefits. Even this, though, is a person to person relationship booster that can and should be built into collaborative systems.
So far we have identified several key, relationship-aware, elements that should be part of a collaboration system that has already been purpose-focused. These are:
Information that is grouped into collections that are relevant to the consumer
Easy feedback, consumption and participation with the information
Aggregation of experts derived from those who interacted with the information and were successful and/or highly rated by others
Mechanism for recognition users with positive relationships
This consumer focus may also be understood as “know your audience”. Yet it is impossible to fully anticipate everything that our audience (client) will want and to be able to anticipate how they want it delivered and to be able to anticipate when they will want it. This means collaboration systems must be built upon an information architecture that enables these kinds of ad-hoc relationships between people, systems and information. These information architecture considerations will be considered in the last two posts in this series.
Requirement #9: Tapping Information Creation Patterns.
All information has a lifecycle. It is created and designed and collected for a primary purpose. It then enters an active period where interactions are many and its primary purpose is fulfilled. It then enters a passive phase where its primary purpose is not as relevant as before but the information is still generally available. Finally it ends up in an archival period where it is stored and finally deleted (fig. 7).

Figure 7: The information lifecycle
Think of a monthly cafeteria menu at a corporate campus. It is created with a purpose of displaying the monthly menu options in the café for the employees. To create this menu the chef (let’s call him “Bruno”) may consult with other cooking staff and ask for suggestions. He may collect other ideas from previous menus and other cafes. During this creative phase, the likelihood of user interaction is high but the quantity of users interacting with it is limited; in our example, only Bruno and his compatriots.
The active period is during the month for which the menu was created. This is when it will be most relevant to the employees. The ability to get the menu out to the audience is vital. They will want to consume it via the web, on hand held devices, kiosks and their intranet etc. They may want to print out the schedule to hang on a refrigerator at home. They will want provide feedback on different meals by rating the day’s options. During this active phase the likelihood of user interaction is high, as is the quantity of users.
After the month is over, the relevance of the menu to the employees is substantially diminished. It is now in its passive phase. The relevance and purpose is not gone completely though. Secondary purposes and audiences emerge during this phase. Bruno may want to refer back to the menu to see what he did last month and what were the favorite meals of the customers. Employees may wish to see it to remember what meal they really liked so they can look for it again. Other parts of the business may like the structure of the café calendar and want to use it as the basis for planning project activities. During this phase the likelihood of user interaction drops back down but does not go away. Furthermore, the ability to anticipate the audience and their needs is substantially decreased. People may be looking at an old menu for a variety of reasons.
Finally after some time has elapsed or after hits to that one month’s menu calendar drop below some minimum threshold (e.g. “freshness”) the information passes into an archival phase where, according to compliance regulations or internal disposition rules it is stored and eventually deleted. During this phase the likelihood of user interaction is extremely low. The information is around only for legal, audit or posterity reasons.
Go back and take a look at that creative phase again. What do you see? It is extremely rare for information to be created completely new. Instead, information is (re-)collected, collaborated on, and then pulled together into a new and unique whole. Bruno looks at previous menus and solicits feedback before he creates his monthly menu. This is little more than pointing out that the way we create information is to research and draw upon the expertise and example of others as well as our own past histories. This is exactly the kind of accidental collaboration that has been discussed so far. But what is it about the creation phase that is so unique?
In this information age we are creating more information than ever before. Whether we’re creating menus or photo albums or project proposals there is a huge corpus of information we must have immediate and relevant access to in order be successful (or at least more successful than our competition). Information technology in general and ECM systems in particular are, in many ways, offsite storage for our brains, our memories. I keep my photos online because I don’t have the space to keep them in my closet or only in my memories. I keep my recipes, project descriptions and software code in an ECM repository because I want to keep them around and not have to reinvent, rediscover or recreate them. Rather, at worst I want to re-collect them. At best, have them delivered to me in anticipation of my imminent need. In these ways I am able to not only accidentally collaborate with others, but also with past versions of myself. The time-shifted collaboration (e.g. I use something that was created in the past without the specific purpose of making it available to me at this present point) is just as “accidental” and powerful as geography-shifted, discipline-shifted and purpose-shifted collaboration. Consequently, I re-use information I created previously, for some new purpose.
If systems are to enable accidental collaboration then they must do the following:
Enable information compositing at a deeper level than “on the glass”. Traditional portals are not enough as they conflate side-by-side presentation with true incorporation. Too often we are left using copy/paste functionality in our sites, content items and projects to bring together information. Microsoft Office has made some good strides through enabling cross application incorporation. However, the true goal is to leverage aggregated, web based information and automate its inclusion in our content (with our approval of course). Suggestions and related and “possibly related” content suggestions that are common on sites like Amazon.com and various blogs are a step in the right direction. However, these still suffer from a time delay and help the consumer of information not the creator of information. Swing too far in the other direction, though, and you can end up with something like the horrid Microsoft “helper” avatars like Clipit who would incessantly pop up and offer help because “it looks like you’re writing a letter”. The intent was right, the execution was intrusive, distracting and annoying. Some bibliographic systems and browser plugins (such as Zotero [29] for Firefox) show promise, especially as authoring moves into the browser and web-enabled desktop widgets and off desktop-locked applications.
Enable creation of information that anticipates future reference by unknown audiences. This is where collaboration systems that have Oracle ECM at their core will truly shine. Oracle ECM understands how to burst, parse, convert and interpret hundreds of file formats. Whether bursting PowerPoint decks into individual slides or converting documents into XML with descriptive structures, the ability to mince content in ways that are descriptive of both what is inside as well as structurally is important. Such automatically converted content allows for much easier partial inclusion in new work. Indeed, this is intrinsic to how XML document authoring solutions work. However, when these solutions mandate XML as a starting point, the creation process becomes clunky, inconvenient and disruptive. A better solution is to leverage the power and portability of semi-structured XML or ad-hoc XML (or even HTML) conversion to make searching, identification and partial compositing easy for the end user regardless of the authoring system s/he is using.
These suggestions build upon previous suggestions we have explored for Accidental Collaboration. The content - each unique and granular concept contained within a document container - must be portable. Business Intelligence that can understand and identify and interpret these unique bits must be invoked. Contextual patterns of usage, consumption, inclusion and relationship must be considered among other things. When done so the enablement of the content creator becomes a reality rather than an exercise in re-invention.
Of course such technological capabilities pre-suppose an overarching information architecture that open up rather than lock down the information. Some popular collaboration and sharing systems succumb to the fallacy that intentional collaboration is the only kind of collaboration. In the next chapter we will consider this information architecture. We will wrap up our book on collaboration and describe how all of the precepts discussed along the way must be made available back to the end users - people or computers - in context sensitive and persuasive ways so that, ultimately, intentional and accidental collaboration are achieved in the organization.
Requirement #10: Toward a Collaborative Information Architecture.
Before getting to how we pull it all together, take a look and see where we have been. We have established that intentional collaboration is vitally important (as it has always been). We have discussed how modern collaboration technologies do a decent job of enabling intentional collaboration. But we have also identified a second, more pervasive though subtle kind of collaboration. This is the collaboration that happens when you find something someone else has produced and you incorporate it, in whole or in part or in influence only, into your thoughts, deliverables and perspectives. Research is an example of accidental collaboration. When an E-Commerce site suggests another product that you might be interested in, based on your previous purchase history and the history of others with similar buying patterns, that is an example of accidental collaboration. When you consider a 5-star rating of a movie, product, book or blog post online, you are accidentally collaborating with everyone else who previously rated that item. When you use a tag cloud to find information or to classify a document or to navigate a web site you are participating in accidental collaboration.
There are ten key principles that we identified and explored. These principles are:
Seamlessly combine human oriented and machine oriented information
Automatic aggregation
Understanding the importance of usage and context patterns
Human revisions, annotations and classifications of information must be enabled and preserved
Data portability and referencing
Data accessibility for people and computers
Tracking the change and evolution of information
The changing patterns of information relationships
Tapping information creation patterns
Pulling it all together in a collaboration system that is Intentional Collaboration enabled and Accidental Collaboration aware
It is interesting to see how these cluster and group. Principles 1 and 2 revolve around the concept of grouping. Principles 3, 7, 8 and 9 revolve around the concept of pattern recognition. Principles 4 and 5 revolve around information capture, preservation and portability. Principles 6 and 10 revolve around information accessibility. From this we can tease out some foundational precepts. These might look something like this (fig. 8):

Figure 8: The Accidental Collaboration cycle
If collaboration is to be successfully implemented then information must be captured, preserved and portable. From this corpus of information, conceptual, topical and usage aggregations can be made. Patterns may be identified from these groups as well as from the interstitial interactions of the groups. These patterns yield unique, actionable intelligence that must be made accessible to us, keeping in mind that “us” includes information aware computer systems.
There are also several characteristics that emerge from this consideration. These are:
Time shifted – you participate with what came before thereby tapping into the potential and power of the crowd. Accidental collaboration is inherently “crowd-sourced” collaboration. The size and quality of the crowd will depend on your context.
Possibly Anonymous – you may be participating with people you do not know and who do not know you. While experts are useful, information will retain an inherent “relevancy” score to you regardless of its source. Anonymity is present in ratings systems, in tagging systems and other classification systems. Furthermore, a name you can see but remaining unknown to you and unattached from any community or contextual awareness is effectively anonymous.
Asynchronous – participation may span large amounts of time, geography and knowledge domains. Intentional Collaboration is centered on a goal shared by all the participants (this project, this task) who are right here (physically or technologically) and participating through a scoped duration (project start, project end). Accidental Collaboration is centered on a goal not shared by all the participants who may or may not be near, aware, or operating in the same time frame as each other. Interactions are governed not by a due date but by information needs.
Post Human – participation transcends human to human interaction and incorporates information and communication patterns that come uniquely from computer systems or other loci that are not immediately identifiable as human in origin. Automatically generated data aggregates, predictive information delivery based on algorithmic collections of usage patterns, automatic classification, inference, and semantic traversal of meaning and relationships are all examples of post-human information generation and delivery.
In short, Intentional Collaboration is fundamentally social - people participating with people - and Accidental Collaboration is fundamentally informational - people participating with information.
This brings up a key question: Do your collaboration systems employ an information architecture that enables both Intentional Collaboration and Accidental Collaboration?
Most “collaboration software” systems do not even contemplate Accidental Collaboration let alone enable it. This is because they have been created with Intentional Collaboration in mind and information management subsequent to the project, task or goal is best an afterthought and at worst omitted from functional consideration. Yet they market themselves as Enterprise Information Management (EIM) or Enterprise Content Management (ECM) capable and end up doing their users a great disservice. Sure a butter knife can be used as a screwdriver in some cases but you risk injury, an incomplete job and the inability to use that knife again for food any time soon.
Consider the various collaboration solutions prevalent in the market today. They have many of the same features in common. They have a mechanism for inviting collaborative team members. They may have a shared calendar, an announcements feature for the team, a task list. They have a document repository that is restricted to the team and possibly a feature that lets them lay claim to the “E20” label such as a blog or a wiki or a discussion thread. But what happens to all that project information when the project is completed? Most groups do nothing. That’s right. They simply walk away from one team and into another. It’s not a neat serial process either. Most folks, especially the smart ones whose knowledge is most in demand, are participants, reviewers or otherwise involved in several consecutive team projects. Each team has its own “sharing” space where they do their team work. Project over, move to next team, leave information and assets behind.
Therein lies the problem. The only information to leave the sharing site is that which leaves in a person’s head (or that happens to still reside in a person’s laptop which brings up even bigger information security, risk management and compliance issues). An information architecture that makes collaboration between people easy but information sharing difficult is a poor architecture. It is like a building with many floors that each have a different theme, comfortable furniture, a well stocked bar and a good sound system but without any stairways or elevators. From the ground you can get to a floor if the bouncer invites you up there but you’re not sure if you want to be there before you arrive.
Unfortunately, many of the popular intentional collaboration systems these days are positioning themselves as EIM or ECM systems when they are really small team file shares. Systems like Microsoft SharePoint exacerbate the problem by luring businesses and users in with a message of easy collaboration and file sharing but failing to highlight the very narrow constraints that the system assumes. For instance SharePoint recommends that personal MySites sit in a separate “collection” from intranet sites which should be in a separate “collection” from line of business sites, document center sites, and record sites. These are akin to those different floors in our poorly architected building example from before. What the SharePoint sales and marketing engine fails to mention is that SharePoint cannot share or leverage common structures across these “collections”. This effectively locks information into that floor of the building. Capabilities such as content types (critical for searching against and aggregating similar types of content), workflows, search features, quotas and more are all set up for each site collection (i.e. each floor in the building). If you are on one floor and need to interact with people, information or processes on another floor then you have to copy the content, duplicate the metadata structure, and clone the business rules. All of these contribute to the further explosion of documents in your organization, becoming overwhelmed with synchronizing business rules and processes and needing to hire more and more staff just to try to maintain a consistent descriptive taxonomy across collections [30].
Customer after customer stories of exploding SharePoint sites abound. As more people use the system, the more difficult the system gets to use. Information is orphaned, de-synchronized, duplicated, re-discovered, copied and orphaned again. Such consistency in this pattern also reveals that it is not simply organizations lacking governance or strategy that succumb. Rather it is due to the fundamental nature of the product. It is designed to be good at small time file sharing among a defined group of people; it is designed for intentional collaboration. That model cannot scale out to an EIM system that facilitates accidental collaboration. Just like a screen saver cannot successfully proxy for a feature-length movie even though both are highly visual, intentional collaboration systems cannot successfully proxy for EIM systems. Trying to scale out a system designed for small teams to the enterprise exponentially increases the administration, corporate discipline requirements and cost. An AIIM SharePoint survey and report states, "But while MOSS is an inexpensive solution for a small organization, it is in fact quite the opposite for a large organization looking at enterprise licenses – a scenario which can be outrageously expensive and even considerably more than the Cadillac of portals, IBM's WebSphere Portal" [31].
Calling out SharePoint does not mean the concerns are limited to Microsoft. Any system that conflates small focus, discreet document libraries and project based collaboration software with enterprise information management systems are fundamentally flawed. They both have roles to play. But butter knives are better suited to spreading butter on bread in the kitchen than to being a critical part of a carpenter’s work bench.
We have heard about what a full Enterprise Information Management System that enables accidental collaboration should not look like. But what about those key requirements that it should implement?
First and foremost an EIM system must enable accidental collaboration. Users must be able to access the information they want as well as what they need when or before they need it. The italics are there for a reason. The system must enable users to interact with information. Those users may be humans using a computer and viewing the information as their primary means of consumption. (This is not to give visually challenged users short shrift. All EIM systems should provide for alternatives to visual consumption; for instance by being W3C or Section 508 compliant.) Or those users may be other systems consuming information via API calls and messaging protocols such as SOAP, BPEL and JMS.
The concept of access presumes users are able to locate information. If the location is known then access becomes relatively straight forward relying on transport mechanisms and appropriate formatting for the access channel (e.g. Mobile Device, WAN, Web site or Kiosk). Once the location is known, discovered or constructed the EIM system should enable immediate access, consistent with security, that is tailored to the delivery channel. If the location is not known then the user must either search for the information or browse to it. This means an EIM system must incorporate search and indexing capabilities as well as browsing based discovery capabilities. Good search will not only return items that match a query but also enable prospecting searches along any number of axes. The richer the index the more axes there are against which search may occur. For this reason, full text indexing plus metadata indexing is a minimum. Furthermore, the indexing systems should also incorporate ranking, priority and text/entity extraction. With extraction, clustering can happen. With clustering faceted search can be enabled. While point solutions exist for clustering and entity extraction, the more closely the facets are to the master search index, the richer and more accurate those facets will be.
But as Daniel Tunkelang (formerly Chief Scientist of Endeca, now with Google) points out, search is a term that often confuses information seeking with information retrieval. He also points out that we are moving into a world where search effectiveness is increasingly measured within the context of the tasks we have to perform. For EIM systems this understanding is fundamental. An EIM system must both empower information seeking and discovery where the seeker does not know exactly what s/he wants but has a reasonable suspicion that it is “in there somewhere”. An EIM system must also incorporate a rich information retrieval system that returns a list of results that match a query to a greater or lesser query. Finally, as we have established previously, information is most often the input to or the output from a business process (what Tunkelang would classify as a task). Within the enterprise setting, this task or process focus is critical to understand and enable because it is the task or process that:
establishes the requirements for what information needed
determines what is relevant and what is not
defines or at least informs the seeking or querying parameters
Process and task orientation is also where efficiencies can most easily be measured. Faster process and higher quality task output is often indicative of success. An EIM system that enables Accidental Collaboration can better utilize information and assets that came before; to rank them higher in query results; to suggest them in prospective information seeking activities; to proactively rate and rank for relevance based on the inputs of the user(s), their patterns (as mentioned before) and the patterns of others like them. Conversely, collaboration systems that only or primarily focus on Intentional Collaboration may meet criteria number 1. They may help identify the requirements for what information is needed. But they typically only do this via hard-coded templates or some generic “State Your Project Goals Here” tag line that displays on the interface. They completely fail at number 2 and 3. They are unable to determine what is relevant and what is not. They are unable to tap patterns in information and usage from external “collections” and bring that intelligence to bear on the present system. By definition anything that a users “puts” into the collaboration space is “relevant”. There is no intelligence built in that can enable information seeking. There is no discrimination built in to help raise the profile of truly important artifacts and hide or de-emphasize artifacts that are not relevant to the process or task at hand. Furthermore, there is no recognition that business processes are nested. Very rarely do they exist as entities and practices in and of themselves. Yearly financial reporting is a process that requires “roll up” of output from many process across the enterprise. Each of those other department level processes are made up of sub processes and tasks from divisions, work groups and individuals. Remember that while Intentional Collaboration systems like MS SharePoint may enable querying for content, queries are inherently information retrieval, not information seeking focused. Therefore there is little to no intelligence or information science that can be leveraged.
To state this in another way, an EIM system must be able to leverage the total number of existing relevant documents. This total is not the total within a restricted stovepipe system or narrowly used collaboration site instance. Rather, it is the total of relevant assets in the enterprise. The information science term for this is “recall”. Recall is different from precision. Information scientists define these terms as, “Precision is the number of relevant documents retrieved by a search divided by the total number of documents retrieved, while recall is the number of relevant documents retrieved divided by the total number of existing relevant documents which should have been retrieved.” [32]
As you can see, if you have a small number of relevant documents retrieved from a small set of documents (such as might exist in a team site) the precision will be high and touted, especially since recall is not considered (since it is rarely flattering for those types of systems). However, if the set of available documents is not architecturally restricted to a small team site or collection but rather expanded to include all enterprise information then the precision of those systems drastically decreases. This is why recall is so important. Recall is key to the concept of Accidental Collaboration. An EIM system focuses on recall because the usage patterns are oriented towards information reuse and consumption. This is because organizations understand that new outputs from a process or task are likely inputs to some future process or task to which producing users may not be a part.
Tunkelang continues,
…for tasks that involve exploration or progressive elaboration of the user's needs, a user's progress depends on understanding the breadth and organization of available content related to those needs. Techniques designed for interactive retrieval, particularly those that support iterative query refinement, rely on communicating to the user the properties of large sets of documents, and thus benefit from a retrieval approach with a high degree of recall [2]. The extreme case for the importance of recall is the problem of information availability, where the seeker faces uncertainty as to whether the information of interest is available at all. [33]
Systems that architecturally restrict breadth of available information necessarily drag down recall and relevance. Inability to deliver relevant information to the user increases the time and the number of systems a user must search in order to discover if something exists and where it is located and then to request access to the possible items. Increases in time and in number of systems to search decrease efficiency and increase the likelihood information will be duplicated. In many instances, users simply give up and recreate information like reports, specifications, documentation and spreadsheets simply because, even though they strongly suspect the information they want is “out there somewhere”, it is too hard and time consuming to find it.
For these reasons EIM systems store as large a corpus of organizational information as possible. That last sentence just made some of you choke on your coffee. Let me establish up front that this does not mean un-securing all of that information or giving all users free run of all corporate information assets. But it is vital to understand that managing large amounts of content, including secret and secure items, does not necessarily entail giving all users access to that content. Thinking that the content in a “site” or system is always available to all users of that site is a product of SharePoint thinking. This thinking has inhibited CIOs, architects and users. It is also a main driver behind SharePoint sprawl. It has given rise to content “re-duplication” rather than de-duplication that should be a goal of good information management systems. SharePoint thinking is a problem, not because the product is inherently bad, but because when it is used in the wrong way it yields problems, cost overruns and headaches.
When an EIM system can draw upon a large corpus of information, recall increases and precision has a better opportunity to increase. When an EIM system is targeted at a large corpus of information then other technical requirements come to the fore: Storage capacity, indexing performance, disaster recovery planning, synchronization and user access experience all must be considered. Letting the pendulum swing too far the other way is not a good idea either. Simply setting up a content dumping ground serves nobody even if you have a very good search engine. Users still need the collaborative experience in order to realize task and process benefits. Sacrificing the power of organizational intelligence and Accidental Collaboration for a convenient work area the way SharePoint does is bad, but so is giving up a convenient work area for a heap of raw content.
Fortunately a middle way exists. Accidental Collaboration is most enabled when an EIM system:
manages a large corpus of information (capture and aggregation from fig. 8)
incorporates good information retrieval and information seeking experiences (pattern recognition from the diagram above)
enables users to work in process or task or interest groups that provide a collaboration experience (pattern recognition and intelligence from the diagram above)
does not restrict information in a collaboration experience from being consumed through any other channel (Accidental Collaboration from the diagram above)
EIM systems that enable Accidental Collaboration achieve superiority because they are able to expose the relevant information in one context without preventing or restricting its presentation in another context. You can think about it in either of two ways: Movie genres for our non technical readers or Database views for those of you who are technical. A database view is a particular filter applied to a large amount of database data. The view surfaces or exposes just that data that is relevant to the DBA at the given time. A database view does not restrict other views from consuming the same values and presenting them in a different way. The data does not change, the presentation does. Movie genres are functionally similar. Movies can be easily broken out by comedy, action, drama, or romance genres. Inclusion in one genre doesn’t prevent inclusion in another genre. When browsing Netflix online I can see different groups of movies that are all in their database. Looking in the drama genre I might see items that are also in the romance genre. Genres are not mutually exclusive. EIM systems that enable Accidental Collaboration function the same way.
A collaboration experience should be a view of relevant information that has at its back the full power and intelligence of a much larger information set. Of course security and user access is always taken into account. A collaboration experience is a particular view of information with additional interpersonal interaction features added in to help with common tasks and project and task requirements. Thus, information like a Market Research Report created a year ago by the R&D group in an EIM system that is Accidental Collaboration aware for a product development collaboration project would be available now for a Marketing Events Planning project without the document having to be copied, cloned or duplicated and without the Marketing Events Planning team having to be invited into the R&D collaboration view.
An EIM system that is Accidental Collaboration aware must not require that users are prevented from finding information that is otherwise fine for them to consume. For instance, in a company with an R&D department there may be many projects going on. Each project team would like to have their own collaboration environment. There is little information that should be restricted from the other R&D employees. But with systems that are only Intentionally Collaborative aware, none of the other R&D employees can find or interact with another group’s information unless they are invited into that group. Why is this the case? Is an R&D department with 100 employees and 10 projects going to send 10 different group invitations to all 100 employees? What if there are 30 projects that happen over the course of 2 years? Some will say the information is not relevant to non-project members. But what Accidental Collaboration tells us is that there is no way to predict what will be relevant or not to someone else. Enterprise intelligence demands that information that does not otherwise need to be secure be made systemically available so that aggregations and pattern recognition can proceed most effectively. Making it available does not mean cluttering up search results pages, but it does mean allowing the different filters and views to access it when it is appropriate, i.e. relevant, to do so.
There are some additional requirements that become incumbent upon EIM systems that are Accidental Collaboration aware. Metadata, categorization and classification structures must be extensible and available to the entire system. Document Library type systems where small sets of pre-related information are stored typically do not do a good job of allowing system-wide metadata. At best metadata has to be cloned and re-implemented across different document libraries. This has the effect of increasing the administrative burden as well as introducing synchronization issues. Which library is the authority on metadata? How are those relationships managed? Who has to implement changes and what effect does this have on end users? On integrations? On custom cross library queries? The answer is the effect is devastating in terms of both cost and burden.
A single logical metadata structure is a much better answer. Historically a single structure introduced scalability issues. However, with modern database and storage systems these problems have not just been mitigated, they have been destroyed. Systems like the Oracle 11g database can scale to almost unlimited levels.
Integrated information lifecycle management (ILM) should be a part of the system. It is important to understand that this is different from mere archiving and storage. An ILM enabled EIM system allows old versions of documents and content to be offloaded to lower cost storage tiers while keeping the items available to the EIM system in case they are needed. Furthermore automating ILM and making those ILM movements governed and informed by Records and Retention policies and file plans is vital. Information should rarely just be moved by whim. Increasingly, regulations and compliance structures dictate that organizations be able to show consistent record and file plans that are consistently applied. An EIM system must be able to incorporate records and retention capabilities and to take usage patterns, analytics, and system data into account as both triggers and audit events. Accidental Collaboration is enabled when we do this through both removing stale content (determined by usage patterns not by an inflexible system) from the corpus as well as providing new feedback for end users.
When an EIM system that is Accidental Collaboration enabled has these structures in place it becomes easy to systemically enable “information freshness”. When an EIM system enables re-use and consumption by everyone new patterns and trends are identified that are not available when content is locked in a project silo. Those patterns and trends ebb and flow. It is that ability to spot and then tap into the ebb and flow that makes Accidental Collaboration EIM systems superior to other systems. That ebb and flow are tapped through subscriptions, workflows and review cycles that are automatically triggered by the system. As interest patterns start to rise, relevant information is pushed to those participants in the interested pattern with proactive recommendations. But if the information is locked in a small team or project system, it can never be the critical asset that pushes an interest rise past the tipping point into an interest spike. Without that interest spike new opportunities are much harder to spot and problems are harder to identify before they grow out of control.
When managed in an Accidental Collaboration aware EIM system true process orchestration may occur. Meta-processes that span working groups, departments and organizational structures cannot afford to wait on someone copying content into the appropriate temp workspace. A legal department will not tolerate having to accept invitations to each and every project team that needs a legal review for a contract or a document. When content is managed in a logically centralized location and secured appropriately economies of scale emerge when dealing with enterprise wide processes or even smaller processes that chain out, one into the other into the next, across the organization. Furthermore, these systems enable rather than prevent serendipity as people interact with content and document they otherwise would never know existed. The efficiency gains with workflow and process orchestration alone are considerable and are often enough to justify scrapping a project that attempts to make a small teams system into a large enterprise system.
Conclusions
Together we have raged far and wide in our exploration of Accidental Collaboration. We have contrasted Accidental Collaboration systems with Intentional Collaboration systems. We have found that Intentional Collaboration is fundamentally social - people participating with people - and Accidental Collaboration is fundamentally informational - people participating with information. We have found that while Accidental Collaboration systems are able to easily incorporate social computing features and capabilities, it is more difficult for Intentional Collaboration systems to scale up and out to the levels of Enterprise Information Management necessary for Accidental Collaboration.
We have discussed the ten principles that together form the core of Accidental Collaboration. These principles are:
Seamlessly combine human oriented and machine oriented information
Automatic aggregation
Understanding the importance of usage and context patterns
Human revisions, annotations and classifications of information must be enabled and preserved
Data portability and referencing
Data accessibility for people and computers
Tracking the change and evolution of information
The changing patterns of information relationships
Tapping information creation patterns
Pulling it all together in a collaboration system that is Intentional Collaboration enabled and Accidental Collaboration aware
These ten principles collapse and condense into 4 phases. These are capture, aggregation, pattern recognition and intelligence. Together these phases enable Accidental Collaboration in Enterprise Information Systems.
Postscript
If you have gotten this far, congratulations!
Throughout this eBook we have discussed the concepts and requirements for collaboration systems that do more than manage group schedules and assignments. We have seen how the patterns of usage and communication between people, information and systems emerge to either enable or thwart organizational goals. The importance of an information architecture that can leverage the power of enterprise information stored in ECM systems as well as the goals that business, departments and teams have for themselves has been outlined. We have generally stayed away from making technology recommendations. This is because, as discussed previously, Enterprise 2.0 technology is a means to a means to an end. It is never an end in itself. Remember that goals are set, interactions happen based on the relationship of people, systems and information and then goals are achieved (or not!). The Enterprise 2.0 technology is a way to boost the relationships and interactions between people, systems and information. When used effectively, it will hasten the fulfillment of goals, boost the efficiency of interactions and help to better focus shared purpose. When used ineffectively, it can be an inhibition to an entire business.
While there are many technology vendors and loads of consultants today, few of them focus on the holistic issues of Enterprise Information Management and combining Accidental and Intentional Collaboration. Oracle’s Enterprise 2.0 technology platform and Oracle partner Fishbowl Solutions are the exceptions.
The Oracle E20 technology platform provides the information hub and the Enterprise 2.0 participation services delivered as an enterprise (even email!) aware platform. This technology is truly agile enough to enable in the flow agility for employees to socially create, consume and interact with information from across the enterprise. Oracle’s Enterprise 2.0 platform provides the industry’s most complete, open, and manageable portfolio of Enterprise 2.0 and user-interaction capabilities. The Enterprise Content Management system provides the core of unstructured information and metadata management. Built-in analytics allow for information “freshness” tracking. Built-in ILM allows for event and trigger based archiving and disposition of old and stale content. Social services from the Oracle WebCenter Suite leverage the best technology for compositing enterprise applications, bringing people together, locating expertise from across the organization and tagging any resource at any time and in any location.
Fishbowl Solutions addresses the business problems faced by customers and provides ready-made solutions and expert services to solve those problems. Fishbowl Solutions delivers the enterprise information architecture, business solutions and expertise required for your organization to move from technology buyer to solution provider. Working together, Fishbowl Solutions and Oracle deliver an Enterprise 2.0 solution set that is pre-integrated with both structured and unstructured information management systems and oriented towards solving business problems rather than just delivering additional licenses.
These solutions allow for contextually relevant and anticipatory management of information whether they are images, videos, web pages, transactions, blog entries or podcasts. Full audit and revision histories are preserved for easy roll-back and compliance purposes. Contextually aware templating means that the platform understands the efficiencies to be gained from reuse rather than recreation. People are able to interact with each other, across time, geography and knowledge domain to generate strong collaboration. As that collaboration is enacted through Fishbowl’s solutions, others are able to interact, connect, discuss, comment and spin off new ideas that generate those vital “critical novel linkages”. These Enterprise 2.0 services power Fishbowl Solutions delivered applications that spur knowledge workers to greater productivity, participation and innovation in the workplace.
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For more information on Fishbowl Solutions or to schedule a Solution Briefing, call +1.952.465.3400, visit www.fishbowlsolutions.com, or send an email to info@fishbowlsolutions.com.
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